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ÁIntroduction & Implementation in C++ ( )
ÁImplementation in Java ( )
ÁSchedule and grading policy ( )



ÁObjective: Build an Database Management 
System (DBMS) in C++/Java
ÁA team project, hard but fun engineering 

work
ÁNo official base code is given, you are 

encouraged to work from zero
ÁNo strict technical restrictions, much more 

flexible than previous projects (Compiler / OS)
ÁTAs: 



ÁA Profound understanding of modern DBMS
ÁA Proficient programming ability for large 

engineering projects
ÁA Perfect training for debugging skill for 

thousands lines of codes
ÁA Practical simulation of teamwork 

environment in industrial zone

LNo pains, No gains J



ÁStorage
ÁBuffer
ÁHeap File
ÁIndex
ÁSQL Parser
ÁSQL Engine
ÁConcurrency Control
ÁDatabase Manager
ÁInterface

Bottom Layer

Top Layer



ÁArrange data on disk, in the form of Page
ÁSimilar to Virtual Memory in OS
ÁHigh level  layers only knows a Page ID as an 

entry point for access of the data



ÁMy Implementation

ÁVirtual address space: 4GB

ÁSelf-grow page files: 4MB each

ÁAn advanced bitmap: segment tree

ÁMain interfaces
(All deal with file operations on disk)

ǐCreateDB, OpenDB, CloseDB, DestroyDB

ǐAllocatePage, DeallocatePage

ǐWritePage, ReadPage



ÁA traditional cache strategy, store frequently 
accessed pages in memory (instead of in the 
disk storage system)



ÁMy implementation

ÁStore 2048 frequently used pages

Á2nd-chance replacement algorithm

ÁMain interfaces:

ǐAllocatePage, DeallocatePage

ǐGetPage (Handle page missing)

ǐReleasePage

ǐPinPage, UnpinPage (Reference count)



Áprovides the ability of sequential access of 
the records, as well as insertion, deletion, 
updating and etc basic features.
ÁManage table structures
ÁManipulate tables in unit of tuple
ÁGenerate iteratorsfor upper layers
ÁThe heap file defines the format of  table 

structures and  tuples in pages.



ÁUse single page to store a table structure
CREATE TABLE student (studentid INTEGER, name VARCHAR(10),

age INTEGER, schoolid INTEGER);

Table Info: Table ID: 2B, Num of columns: 2B, Num of tuples: 4B, First page ID: 4B

Num of pages: 4B, Table name: 10B

Each Field: Column Name: 2B, Column type: 2B, Column size: 2B, Not null: 1B

Key: 1B Offset: 2B, Index info: 4B

In the table structure page:



ÁStore the table content
Á!ÓÓÕÍÅ Á ÔÕÐÌÅ ɉΧΨΩȟȰ:ÈÁÎÇȱȟΨΦȟΪΫɊ ÉÓ ÓÔÏÒÅÄ ÉÎ 0ÁÇÅ Ϋ

Á The unique identification (RID) of this tuple is defined by its page (5) and its 
offset in the page (0x010h)

Á Use linked multiple pages to store all tuples in a table
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ÁMain Interface of my implementation

ÁCreateTable

ÁDropTable

ÁInsertTuple

ÁDeleteTuple

ÁUpdateTuple

ÁSearchTuple



ÁTo accelerate the access of tuples
ÁThe most simple type of index:

Always keep tuples in order

Screenshot of Microsoft Access 2007


